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Abstract

This report aims to study the application of Machine Learning in Multi—class Cardiovascular
Disease Prediction based on 12-lead ECG. We shall revisit a prior work on this application in
Part 1, critisise their work is of poor quality and from evidence collected within this report,
we claim that the results are not reproducible. Therefore, in Part 2, we propose our solution
to the same dataset, and observe more promising results with and without the use of DL
feature extractors. Empirically, we claim that, tree-based models perform relatively well on
high—dimensional data, at an expense of computational complexity. The results presented in
this report can be verified at this repository.
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1 Introduction and Related Work

According to World Health Organisation (WHO) [1], cardiovascular disease (CVDs) is one of
the urgent and primary cause of global deaths. It was estimated 19.8 milion people died from
CVDs, accounting for roughly 32% of all reported deaths globally, and approximately 85%
were diagnosed with strokes and heart attacks. Over three quarters of CVD-related deaths
were reported in low— to middle-income nations. Evidently, during 1990 and 2022, as surveyed
by [2, 3|, the mortality rate due to CVDs witnessed significant drops; however, in developing
countries, improvement were gained but insignificant, e.g. Central Latin America, South East
Asia, North Africa and Middle East. Even worse, South Asia and almost African nations suffered
from the rise of CVDs-diagnosed deaths.

Besides maintaining a healthy lifestyle by managing behavioural and environmental risk factors,
e.g. tobacco use, alcohol consumption, excessive use of salt, sugar and fats, physical inactivity
and air pollution [4, 5]. It is of highly demanding to develop early symptomps of CVDs detectors,
so that medical inference can begin as early as possible to mitigate the adverse impacts [1].
Several medical statistics can be leveraged to conduct health diagnosis, e.g. phonocardiogram
(PCG) [6], photoplethysmography (PPG) [7], invasive techniques (i.e. implanting biosensors
to patients’ body) [8], clinical, demographic features and physical examinations [9, 10, 11, 12,
13, 14, 15, 16]. Nonetheless, in this article, we shall discuss applications of machine learning
techniques for CVD early detection using Electrocardiography (ECG), which is a non—invasive
and cost-effective tool [17, 18, 19]. Before reviewing state—of-the—art (SOTA) approaches and
results, let us offer some background knowledge about ECG below, fully adopted from [20],
which are essentially important to extract meaningful features for modelling pipeline.

The electrocardiogram or electrocardiography (ECG or EKG) is a time—series visualisation of
cardiac electrical activity, offering the so—called “time—voltage chart of the heartbeat”. ECGs can
be produced by attaching sensors, also known as electrodes, on different body parts, to record
cardiac electrical currents. In practices, different number of locations are chosen, which produce
different types of what—called ECG Leads. In this work, we shall consider the 12-lead ECG,
which is believed as the gold standard for clinical practices, though smaller number of leads,
e.g. single-lead and three-lead, can be used and were studied in [21, 22, 23]. An illustration of
electrode placements for a standard 12-lead ECG is shown as follows.

VZily

(a) Chest (precordial) electrodes. (b) Limb electrodes.

Figure 1: Electrode placement for a standard 12-lead ECG recording, adopted from [20]. (a)
The six chest electrodes Vi-Vg. (b) The four limb electrodes: right arm (RA), left arm (LA),
left leg (LL) and right leg (RL).



The 12 leads are: V1—-Vi + Lead I, 11, III 4+ aVR, aVL, aVF, where [20, 24| define:

Lead I = LA — RA, Lead IT = LL — RA, Lead IIT = LL — LA,

AVR — _ Lead I —; Lead II, AVF — Lead II j; Lead HI7

aVL = —(aVR + aVF).
(1)
Since the ECG is a time—voltage chart, it is a wave—like charts, comprising of different waveforms,

which we shall introduce next.
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Figure 2: The characteristic waveforms, segments and intervals of a single cardiac cycle on an
ECG trace, adopted from [20]. The P wave, the QRS complex, and the T wave, occasionally
followed by a small U wave. The PR and QT intervals, the PR, ST and TP segments, and the
RR interval are the timing measurements most commonly used in clinical interpretation.

The PTB-XL dataset consists of 12 temporal waveform charts representing 12 above-mentioned
leads, each of which is characterised by the peaks, intervals and segments as demonstrated,
further details will be presented in Sec. 2.

Due to its abundant source of informative signals yet demanding advanced expertise to compre-
hend and ubdoubtedly subtle patterns may be missed by doctors, Al-based systems has become
considerably important to detect patterns in ECGs [18].

Automated ECG interpretation has progressed through two broad phases. Classical pipelines
first delineate the waveform of Fig. 2, extract hand-crafted descriptors, i.e. wave ampli-
tudes, PR/QT/RR durations, heart-rate variability statistics and spectral or wavelet coeffi-
cients, and pass them to shallow classifiers such as support vector machines, random forests or
gradient—boosted trees. The DASMcC classifier in[17], which this report reproduces, is a re-
cent representative of this family, it augments an imbalanced multi—class dataset using SMOTE
before training tree—based ensembles on time—series features. Such pipelines remain attractive
because their inputs are clinically interpretable and their computational footprint is modest.

The prevailing SOTA, by contrast, applies end-to—end deep learning directly to the raw sampled
waveform, dispensing with explicit feature engineering. [25] trained a 34-layer ResNet on more
than 90,000 single-lead ambulatory recordings and matched or exceeded an averaged cardiol-
ogist committee across twelve rhythm classes. After that, [26] scaled the approach to 12-lead



data, training on over two million exams from a Brazilian telehealth network and reporting £}
scores above 80% at specificity above 99% for six abnormality classes. Deep models can more-
over surface conditions that are not visually apparent to a human reader, e.g. [27] identified
asymptomatic left—ventricular systolic dysfunction from a standard 12-lead trace with an AUC
near 0.93, a capability surveyed more broadly by [18].

Because these headline results rest on private institutional cohorts, they are difficult to compare
directly. The release of PTB-XL [28] supplied a large, public, multi-label benchmark. The
accompanying study [19] established modern 1D-CNN architectures of the ResNet and Inception
families attain a macro—averaged AUC of roughly 0.93 and consistently outperform recurrent
and feature—based baselines, a ranking corroborated by [29].

The gap DASMcC targets is therefore one of deployability rather than raw accuracy. [17] argued
that models trained end—to—end on millions of raw traces are too heavy for IoT—based smart
healthcare framework, and offer instead a lightweight, real-time classifier driven by only sixteen
time—domain features of the 12-lead signal.

The contributions of this report are:
o Critical analysis of the presented [17] vs. reproduced results.
e Proposal of our ML solution to the research problem being discussed.
o Empirical benchmark on the effect of dimensionality in ML classifiers.

Throughout this report, we shall refer to [17], which is the paper we are attempting to reproduce,
as original paper.

The remainder of this report is organised as follows. In Sec. 2, we conduct an Exploratory
Data Analysis (EDA) on PTB-XL dataset. Part 1 presents approach and the reproduced results,
along with certain critical reflections on any discrepancies identified between our and their
results. Part 2 is based on the evidence in the prior part, we argue and propose another ML
solution and benchmark against their results.

2 Dataset

While conducting the experiment, we noticed some deviations with the reported dataset, and
we include some basic exploratory data analysis (EDA) to offer a comprehensive overview of
the dataset. The PTB-XL dataset provides us with records100, a downsampled version of
records500; however, for sake of reproducibility and comparison fairness, we confine ourselves
to records100. Furthermore, for sake of memory usage and computing purposes, we shall reduce
to data from float64 to float32. Also, this section serves as an agreement on the dataset used
in the modelling pipeline to compare between the reproduced and our results. Firstly, let us
discuss the target classes or diagnostic labels/classes, and the ECG signals thereafter. Details
presented herein is extracted from the eda.ipynb in our repository.

For the diagnostic labels, they annotated the dataset with 24 subclasses and further grouped
into 5 superclasses, by the help of at most two cardiologists. An illustration is given as below.
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Figure 3: Graphical summary of superclasses and their subclasses, adopted from [28].

Let us first present the distribution of data w.r.t the diagnostic superclasses. We omit the
description of what superclass acronyms stand for, as one can work without knowing.
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Figure 4: Distribution of the diagnostic superclasses over the records100 subset of PTB-XL.

Left: the number of records carrying each superclass.

assigned to each record.

Right: the number of superclasses

As described in the original paper, we are working with a multiclass, not multilabel, classification
task, and thus, they only considered records annotated with one label and dropped all recorded
without annotations. For brevity, we shall refer to 1-label (multiclass) dataset as “dataset”,
unless stated otherwise. We present data distribution as below.
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Figure 5: Distribution of the single diagnostic superclass over the records100 subset of PTB-XL

Next, let us investigate the ECG records. In brief, each ECG record has a shape of (1000 x 12),
where 1000 represents the number of samples within 10 seconds, and 12 implies the number of
leads used in the clinical study. Let us illustrate the first ECG record in the dataset as follows.
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Figure 6: 12-lead ECG visualisation.
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Next, let us verify if there are missing values in the dataset. We verify if there are any NaN/Inf
in the records, also, if any ECG record shows zero variance, this may be subject to sensor errors,
and treated as missing values. Let us demonstrate the distribution of the ECG signals w.r.t all
12 leads as follows.

Per-record amplitude spread by lead

--- near-flat threshold (0.02 mV)
—— near-flat threshold (0.05 mV)

standard deviation (mV, log scale)
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Figure 7: Per-record amplitude standard deviation.

More thoroughly, there are no missing values presented; still, many ECG records comprise of
low—variance signals, which might be recorded from CVD patients.

Table 1: Near—flat leads and the records containing them, at increasing thresholds on the
per—lead amplitude standard deviation o.

Threshold Near—flat leads Affected records
o < 0.005 mV 0 0
o < 0.010 mV 0 0
o < 0.020 mV 5 5
o < 0.050 mV 4,119 3,416




Part 1: Reproduction of Published Results

3 Reproduction Methodology and Protocol

We shall adopt the pipeline introduced in the original paper to reproduce their results. In
the upcoming subsections, we shall describe the methodologies and highlight the issues and/or
limitations in their work. The results in this section are extracted from reproduction.ipynb.

3.0.1 Feature extraction

Prior to this stage, the Data Preprocessing stage flattens 12-lead ECG diagrams into a single
vector, i.e. (1000 x 12) — (12000,). We also noticed a critical typo issue in the original paper,
stating that “ECG signal has 21000 dimensions”, but in fact, it only has 12000 dimensions, as
written just before their section C in “III. METHODS”.

After that, we apply the neurokit2 package [30] to extract the features, i.e. (12000,) —
(16, N'), where N is the number of peaks detected, and vary among ECG records. Moreover, as
highlighted in [20], each lead in the 12-lead ECG are all comprising of the same peak amplitudes,
intervals and segments as shown in Fig. 2, though each of which offers different viewpoints.
However, as described, they flatten the 12 leads prior to extracting features, and thus, do not
exactly conform to the medical meaning of these features. Therefore, it results in two hurdles
they acknowledged later in their paper.

Besides, they do not present mathematical expressions to compute the intervals, hence, we shall
rely on their description to work out these features, as below. PQ = Q - P, ST =T - S, QT
=T-Q PR=R-P, QRS =S -Q and RR = R; — R;_1, where R, P,(Q,S,T are five peak
amplitudes.

The 16 features extracted by the following process. Firstly, we detect the R peak locations
by using ecg_peaks(), subsequently utilise ecg_delineate() to obtain other peak locations
using the R peaks as reference, and we set method = "peak" as [17] does not clearly specify,
eventually calculate the intervals/segments by applying the expressions shown above. There
exist null values during this process, and thus, we always take this issue into account at every
step.

Table 2: 16 features extracted by neurokit2 [17].

Feature group Feature’s name
Peak’s positions P_loc, Q_loc, R_loc, S _loc, T loc
Peak’s amplitude P_amp, Q_amp, R_amp, S_amp, T amp
Intervals and segments PQ, ST, QT, PR, RR, QRS

3.0.2 Data preparation

As reported in the original paper, the difficulties do exist. First, there are 280 records (roughly
1.7%) whose 16 features contain missing values. Second, the number of R peaks across features
differ significantly, i.e. 67 distinct feature lengths (min 0, median 12, max 81). Third, in 157
ECG records, the 16 features do not share the same number of R peaks. For brevity, we shall
refer to R peaks as beats.
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Figure 8: Number of R peaks across 16244 ECG records.

We shall resolve the above—mentioned issues as follow, strictly obey the order. First, we apply
the Forward Filling (££i11) technique to impute the missing values presented in the dataset.
Then, we equate the feature lengths across the dataset; however, [17] is unclear about this, we
shall apply the median length, i.e. 12, which we believe it may balance between unnecessarily
padding to compensate the length and dropping useful signals presented. Next, we flatten the
features, i.e. (16 x 12) — (192, ).

We further realise that, an early application of np.diff (R, prepend = np.nan), to compute
RR, introduces some null values that £fill may again impute null values to the succeeding
elements. Therefore, we complement the pipeline with another ££i11(). Moreover, there exists
a column with null values everywhere, and thus, we drop this column. Eventually, the number
of features passed to the upcoming stages is 191. These subtle issues are not clearly explained in
[17]. Then, we encode the diagnostic classes with numbers, in lieu of applying LabelEncoder ()
we strictly adhere to the following rules, established in [17].

Table 3: Label encoding of diagnostic classes [17].

Class Numerical label
NORM 0
MI 1
STTC 2
HYP 3
CD 4

Next, we leverage the train_test_split () from sklearn to randomly partition the dataset into
train/test sets using the 8/2 ratio. Nonetheless, the paper is unclear about what random_state
they used and whether the attempted to partially resolve the imbalance issue by setting stratify
during the split. We shall use random_state = 42 and do not apply stratify to get the most
imbalanced train/test sets, at least more imbalanced than applying stratify. Therefore, the
imbalancing issue is somewhat preserved in both partitioned train and test sets, as demonstrated
below.
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Figure 9: Class distribution of train and test sets

3.0.3 Data augmentation

It has been recognised and extensively studied in ML community that, performance of ML
algorithms are adversely influenced by the presence of underrepresented data and/or skewness
of class distributions [31]. Consequently, this class-imbalanced dataset amplifies the models’
biases towards predominant classes and may misclassify classes with fewer samples [17].

Having splitted the dataset, the original paper resolves class—imbalance issue by the utilisation of
SMOTE, which stands for Synthetic Minority Over—sampling Technique [32]. A more thorough
description of SMOTE can be found in [32]. In brief, given our dataset D = (X,)), consider
the feature space &, it randomly picks a sample, x; € X, from the minority class, y; € V),
then again, randomly selects one of its k nearest neighbours by KNN, says x; € X', and of couse,
y; = yi- Next, it computes their difference, d = x; — x;, and complementing the current
dataset D by X + X U {x; +ad} and Y < Y U {y;}, where a ~ U(0,1). Repeating this
process untill all classes in ) share the same number of samples. We utilise imblearn as an
alternative to manually re-implementing this technique. Also, we use the random_state = 42,
since the original paper does not mention therein. Additionally, they also mention the feature
scaling at the end of section “III.E”, though absence of the method, and thus, we shall apply
StandardScaler () prior to SMOTE.

We further note that, the class—imbalance handling strategy is only applied to the train set,
while the test set is left unchanged, otherwise, we would falsely report the actual performance
of our models on the test set. Later on, we shall show that, following this approach cannot
reproduce their results, whereas violating this approach, i.e. SMOTE before train/test split yields
closer reproduced results.

Another unclear statement in their paper, they mentioned the process is applied to “80% of
training data, which are selected randomly in each fold of the 10—fold cross—validation”. This is
ambiguous, since in a standard 10—fold CV splits into 90% train and 10% test.

3.0.4 Modeling

We also noted another critical issue of the original paper, in their abstract, they stated the use
of AdaBoost, also another typological error here, but later in the main body, they use CatBoost.
Due to this inconsistency, we shall evaluate both CatBoost and AdaBoost.

In this experiment, we use, from sklearn: KNeighborsClassifier, RandomForestClassifier,
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AdaBoostClassifier and leverage HistGradientBoostingClassifier as an alternative to
GradientBoostingClassifier due to resources constraints, and they were empirically proved to
have almost identical classification performance [33, 34, 35], from catboost: CatBoostClassifier,
from xgboost: XGBClassifier. We omit the models’ descriptions, as they can be found in the
corresponding papers and/or packages implementing them.

4 Reproduction Results and Critical Analysis

Having identified many inconsistencies and ambiguities in the original paper so far, we shall
conduct the complete pipeline to reproduce their results. While working on this, we are aware
of another critical inconsistency in their reported results, in some parts, they mention the use
of 10—fold cross validation (CV), e.g. the tables presenting the per—class performance metrics
of their models. Meanwhile, no explanation on the use of 10-fold CV nor single train/test split
for the confusion matrices.

In Sec. 3, we introduce the methodologies and protocols in our pipeline as an attempt to
reproduce the results presented in [17]. Nonetheless, they are quite fragmented, and thus, we
shall unify them into one single pipeline as below.

3. Impute

- 2. Feature . 4. Label
1. Preprocessing extraction & align di
. . encoding
(1000 x 12) — el ££i11, N = NORM. .. CD
(12000, ) ~ (16, N) R-peak median 0. 4
’ — 16 x N features = e
A
5. Partitioning
¥ |7
Protocol A Protocol B
single 80/20 split 10—fold CV

!

Scale + SMOTE Scale + SMOTE
on train split only on the 9 training folds

¢ ¢

Fit the 6 classifiers

|

Evaluate on held—out fold

Fit the 6 classifiers

v

Evaluate on test split
(confusion matrices,
class—wise ROC curves)

Average over the 10 folds
(per—class metrics,
across—class metrics)

Figure 10: Unified reproduction pipeline.

4.1 Reproduced versus Published Results

We use HistGradientBoostingClassifier as alternative to GradientBoostingClassifier
due to computing resources constraints, and their provably near—similar performance.
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Table 4: Protocol B class—wise performance metrics across models.

(a) KNN (b) Random Forest
Class Precision Recall F1 Score Class Precision Recall F1 Score
NORM (0) 64.7 23.7 34.7 NORM (0) 66.0 76.1 70.7
MI (1) 19.8 35.6 25.4 MI (1) 37.0 27.7 31.7
STTC (2) 18.5 29.3 22.7 STTC (2) 29.6 23.9 26.4
HYP (3) 16.7 34.9 22.5 HYP (3) 30.4 40.7 34.6
D (4) 16.3 32.8 21.7 CD (4) 39.1 27.9 32.5
(¢) Histogram-based Gradient Boosting (d) AdaBoost
Class Precision Recall F1 Score Class Precision Recall F1 Score
NORM (0) 65.1 87.6 74.7 NORM (0) 67.4 39.8 49.9
MI (1) 45.9 26.1 33.2 MI (1) 21.6 27.2 23.9
STTC (2) 35.7 16.8 22.7 STTC (2) 22.0 29.8 25.2
HYP (3) 40.8 32.3 35.8 HYP (3) 14.8 62.9 23.9
D (4) 48.0 28.9 36.0 CD (4) 20.3 25.1 22.3
(e) CatBoost (f) XGBoost
Class Precision Recall F1 Score Class Precision Recall F1 Score
NORM (0) 66.0 85.0 74.3 NORM (0) 65.0 86.9 74.3
MI (1) 44 .4 31.0 36.5 MI (1) 45.4 28.1 34.7
STTC (2) 35.1 19.0 24.5 STTC (2) 34.5 16.8 22.4
HYP (3) 35.9 29.7 32.1 HYP (3) 40.8 26.6 32.0
D (4) 46.3 28.3 35.0 CD (4) 45.0 26.6 33.4

We present the table below to compare with their Table 12, and we complement it with a
wall—clock time column, for sake of comparison against our proposed solution in Part 2. More
precisely, the time reported throughout this report refers to the time taken by the classifiers in
Protocol B, i.e. 10-fold CV - including both training and testing, said differently, the actual
inference speed is much shorter than that, and we omit the time taken by feature extractors.

Table 5: Protocol B Performance metrics across all models.

Metrics XGBoost RF CatBoost AdaBoost GBoost KNN
Precision 46.1 40.4 45.5 29.2 47.1 27.2

Recall 37.0 39.3 38.6 37.0 38.3 31.2
F1 Score 394 39.2 40.5 29.0 40.5 25.4
Accuracy 59.0 54.6 59.0 35.6 59.6 27.7
Time (s) 49.5 57.2 282.7 322.2 140.7 2.3
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Figure 11: Protocol A Confusion matrices of all classifiers.
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4.2 Critical Analysis of Discrepancies

false positive rate

From the outputs above, we are unable to reproduce the results presented in the original paper.

In particular, their Table 12 places XGBoost first at 93.0 F1 and 93.0% accuracy, followed by
RF (92.0, 91.0%), CatBoost (89.0, 89.0%), G-Boost (87.0, 88.0%) and KNN (83.0, 82.0%). The
corresponding entries of Tab. 5 are 39.4, 39.2, 40.5, 40.5 and 25.4 F1, witnessing significant
drops between 46 and 58. Noticeably, in their Tables 6, 7, 9, 10 and 11, HYP is the easiest
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class for every model, at F1 96-99, whereas NORM is the hardest, at 56-86. In our Tab. 4,
NORM is our strongest class throughout, at 34.7-74.7, and the three minority classes collapse
to 21.7-36.0.

The Fig. 11 is evaluated on held—out records, i.e. a single 80/20 train/test split. Therefore, the
confusion matrices showcasing all models perform best for the most prevalent class in PTB-XL, i.e.
NORM, and the models misclassify the other classes, mostly as the prevalent class. Meanwhile,
their Figure 7, the distribution of classes are almost equivalent. More thorough quantitative
observation is set out below.

Looking at the ROC curves for XGBoost, their Figure 8 reports class—wise AUC from 0.98 to
1.00, whereas our Fig. 12 reports from 0.70 to 0.86, significantly diverge from their results.
Although we agree with them that HYP is most easily separable class, their models, especially
KNN captures all HYP classes in the test set is a clear signal of interpolation. In other words, the
distribution of HYP in both train and test sets should be very similar, so that KNN can capture
all of them, and thus, highly likely data leakage is presented, owing to SMOTE before train/test
split.

Regarding the the extra model AdaBoost, our CatBoost attains 40.5 F1 at 59.0% accuracy
against AdaBoost’s 29.0 and 35.6%, implying that, they indeed made a typo error in their
abstract section.

We shall present some basic calculations based on their figures, and claim the inconsistencies
throughout their paper herein.

Looking at their “Table 3. Distribution of diagnostic superclasses”, we have:
o SMOTE after train/test split
— Total sampples: 9528 + 4907 + 5250 + 2655 + 5486 = 27826
— 80% train: 27826 x 80% =~ 22261
— 20% test: 27826 x 20% ~ 5565
o SMOTE before train/test split
— Total sampples: 9528 x 5 = 47640
— 80% train: 47640 x 80% = 38112
— 20% test: 47640 x 20% = 9528

Next, let us count the total samples in the test set, by taking into account their confusion
matrices presented in their Figure 7. Since all matrices share the same number of test samples,
consider “Confusion Matrix KNN”: 414 4547+ 544 +118 4231+ 28 +17484+19+4+10+ 22+
57+ 1694 +4 410+ 1796 + 15+ 22+ 28 + 6 + 1766 = 9083. As described in their section ITI.E.
Data Augmentation, they stated “the process of data augmentation and feature scaling is
done only on 80% of training data..”. We can exclude the possibility that 5565 is upsampled
to 9083 test samples counted above. Therefore, it is more likely that they do SMOTE before
train/test split. We also note here, another annotation errors, they name the subcaption (b)

and (c) as “CM of RF”, while the subfigure (c) is “Confusion Matrix_XG”

Another apparent evidence is that, by taking the sum across the rows in the “Confusion Ma-
trix  KNN”, we have:

« NORM (0): 414 + 547 + 544 + 118 4 231 = 1854
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MI (1): 28 + 1748 + 19 + 4 + 10 = 1809

STTC (2): 22+ 57+ 1694 + 4 + 10 = 1787

HYP (3): 04+0+ 041796 + 0 = 1796

CD (4): 15 + 22+ 28 + 6 + 1766 = 1837

The number of samples with respect to each class are almost identical, this is very unlikely to
happen if they split the dataset prior to SMOTE, and thus, strongly supporting our point that
they leak data into the training. Meanwhile, in their section I'V. Result and Discussion, they
stated “The Confusion Matrices for all the five classifiers with 20% of testing data are given in
Figure 7., and indeed, the number of samples HYP (3), according to their Table 3, is 2655.
There exists an extremely tiny probability for one to obtain 1796 test samples in HYP (3) for a
80/20 train/test split.

To reinforce our statements, we shall perform the following ablation study, conducting SMOTE
before train/test split and some additional modifications to close the gap between their presented
results and reproduced results. More importantly, the act of SMOTE prior to train/test split, is
a kind of data leakage. We present the section below to argue their results, and in fact, the
ablation studies below are the closest to their presented results.

4.3 Ablation study

We shall do the following, details can be found in ablation.ipynb. In brief, we perform
StandardScaler() and SMOTE prior to the train/test split stage, as this would introduce data
leakage to the train set, and in fact, significantly improve the results on the test set, though it
falsely report models’ performance. We also realise that, either (1000 x 12) or (12 x 1000) can be
flattened to (12000, ), the latter sounds more reasonable, as it places the lead axis before the time
axis, and we hypothesize it would describe the raw ECG signals, more meaningfully and precisely.
However, we still keep the same established flattening order, i.e. (1000 x 12) — (12000, ). Let
us present the results obtained, by keeping the same configuration discussed earlier.

Figure 13: Comparison on class—wise precision for each model.
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Figure 14: Comparison on class—wise recall for each model.
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Figure 15: Comparison on class—wise F1 for each model.
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The above—presented bar plots are to aid in the investigation of Tab. 6 visually. Considering
the figures and tables below, although there are moderate deviations from the actual results, we
further notice the Fig. 16 and Fig. 17 share a very similar patterns. Interestingly, without
further evidence, by changing the flattening strategy, (12 x 1000) — (12000, ), the gap is much
narrower. One can test by switching “timemajor” to “leadmajor” in ablation.ipynb.
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Table 6: Protocol B class—wise performance metrics across models.

(a) KNN (b) Random Forest
Class Precision Recall F1 Score Class Precision Recall F1 Score
NORM (0) 81.8 23.0 35.9 NORM (0) 81.3 75.4 78.2
MI (1) 73.4 90.8 81.2 MI (1) 88.1 87.8 87.9
STTC (2) 77.3 90.6 83.4 STTC (2) 86.7 88.7 7.7
P (3) 92.4 99.9 96.0 HYP (3) 94.1 99.2 96.6
D (4) 77.5 95.2 85.4 CD (4) 91.0 90.8 90.9
(¢) Histogram-based Gradient Boosting (d) AdaBoost
Class Precision Recall F1 Score Class Precision Recall F1 Score
NORM (0) 68.5 87.5 76.8 NORM (0) 43.4 38.6 40.6
MI (1) 79.6 69.8 74.4 MI (1) 32.5 32.2 32.0
STTC (2) 79.1 70.6 74.6 STTC (2) 31.5 32.3 31.6
P (3) 93.6 97.6 95.6 HYP (3) 58.7 71.2 64.3
D (4) 84.5 77.0 80.5 CD (4) 37.5 32.1 34.4
(e) CatBoost (f) XGBoost
Class Precision Recall F1 Score Class Precision Recall F1 Score
NORM (0) 70.4 84.6 76.9 NORM (0) 70.9 87.2 78.2
MI (1) 81.2 73.1 76.9 MI (1) 84.6 76.3 80.2
STTC (2) 80.3 73.3 76.6 STTC (2) 84.3 76.2 80.0
P (3) 92.5 98.0 95.2 HYP (3) 96.1 98.5 97.3
D (4) 86.2 79.8 82.8 CD (4) 88.3 83.0 85.5

Table 7: Protocol B Performance metrics across all models.

Metrics XGBoost RF CatBoost AdaBoost GBoost KNN

Precision 84.8 88.2 82.1 40.7 81.1 80.5

Recall 84.2 88.4 81.8 41.3 80.5  79.9
F1 Score 84.3 88.3 81.7 40.6 80.4  76.4
Accuracy 84.2 88.4 81.8 41.3 80.5 79.9
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Figure 16
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Figure 17: Protocol A ROC-AUC curves and scores across classifiers.
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Performing scaling and SMOTE before partitioning takes the ensembles most of the

way to the published level. As the flattening is unchanged from Sec. 3, the 39.9-49.1 F1 points
the four ensembles gain over Tab. 5 are attributable to this leakage alone; RF, for instance, rises
from 39.2 to 88.3. The published figures are nevertheless not fully recovered. All 20 class—wise
F1 scores of RF, XGBoost, GBoost and CatBoost in Tab. 6 fall below the paper’s per—class
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tables [17], by 0.1-13.0 points, the largest shortfall being STTC under XGBoost (80.0 against
93). RF comes closest, within 5.8 points on every class, and replaces XGBoost as the best model;
the four ensembles span 80.5-88.4% accuracy, against 88.0-93.0% in their Table 12. For the
boosted models, NORM precision (68.5-70.9) lies well below its recall (84.6-87.5), since Fig.
16 shows minority records absorbed into NORM, e.g. 260 MI and 265 STTC records under
XGBoost. KNN still fails on NORM, with F1 35.9 against the published 56, classifying only 402
of 1,780 NORM records correctly.

Three observations confirm that the leakage reproduces the paper’s protocol. First, recall equals
accuracy for all six models in Tab. 7, which holds only when every class has equal support.
Second, Fig. 16 contains 9,069 test samples spread almost evenly across the classes (1,780-1,844
each), mirroring the 9,083 in the paper, whereas a leakage—free 80/20 split yields 3,249. Third,
HYP, only 3.8% of a leakage—{ree test split, becomes the easiest class: its F1 is 95.2-97.3 for
every model except AdaBoost, and its AUC in Fig. 17 reaches 1.00 for those five models,
matching the paper’s 1.00.
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Part 2: Proposed Machine Learning
Solution

5 DMotivation

In this section, to best compare to the previous results, we shall neither modify their choice of
models nor SMOTE as an imbalance-handling strategy. Alternatively, we shall replace the feature
extraction mechanism. Our proposed solution is based on the significance impact of feature
engineering and extraction in Machine Learning community, which has been extensively studied
[36, 37, 38, 39]. We shall devote this section to state our motivations of this work, as our attempt
to achieve better results than the reproduced results in Sec. 4. Let us briefly discuss the general
idea, more detailed descriptions are presented in Sec. 6.

Remarkably, as we identify the results presented in [17] is a misalignment with their exper-
imental setup, and thus, we shall perform SMOTE after train/test split, to correctly report
models’ performance. Additionally, we disagree with their flattening approach, i.e. flatten
(12 x 1000) — (12000, ), as this would break the temporal information and clinical meaning of
ECG signals. Alternatively, we shall apply neurokit2 to extract features from each ECG lead
separately, then concatenate them, i.e. (12 x 1000) — (12 x 16) — (192,).

In the realm of Deep Learning, 1D CNN and 2D CNN have been developed to better classify
CVDs based on ECG signals [40, 41, 42]. Nonetheless, we shall avoid 2D CNN, as they re-
quire working with images, by converting ECG singals into spectrograms, which demand more
computational resources and memory usage. We can then extract underlying features from raw
ECG signals by applying 1D CNN on each ECG lead, passing through several temporal convo-
lutional layers, and ultimately, we shall apply point—wise CNN kernel to fuse information across
expanded leads to attain a (125,) CNN-based feature vector.

By concatenating both hand—crafted neurokit?2 features and the CNN-based features, the re-
sulting vectors become excessively long. In other words, the resulting vector belongs to an
extremely high—dimensional space. An infamous problem associating with high—dimensional
feature vector is curse of dimensionality, which amount to performance degradation of ML /DL
models [43, 44, 45]. There are various dimensionality reduction techniques can be applied, as
surveyed in [43, 45]. Driven by curiosity, we shall again utilise a DL—based dimensionality reduc-
tion technique, specifically training an Autoencoder [46], and subsequently utilise the encoder
component to compress the aforementioned concatenated feature vector into a latent feature
vector, and eventually feed it into the above-mentioned classifiers.

6 Proposed method

We offer Fig. 18 to demonstrate our proposed solution, note the major modifications to Fig. 10.
Noticeably, our architecture designs for Autoencoder and CNN were driven by our interest and
curiosity, and thus, more advanced extensions are possible to improve classification outcomes.

First, we perform neurokit2 on each ECG lead in a datum and concatenate across leads af-
terwards, while in their pipeline, they concatenate the ECG leads on a time major. As argued
earlier, their strategy breaks the temporal information and clinical meaning of the ECG sig-
nals, as highlighted by [20], each ECG lead carries a different meaning, and the 16 features are
extracted with respect to each ECG lead independently. Therefore, we conform to [20], then
concatenate the neurokit2-based features. Doing this, we notice the number of missing values
reduce substantially, which may benefit our models.
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Second, we realise the limitation of hand—crafted features above, and some unexplainable yet
subtle patterns may be exploited by DL models. Therefore, we utilise a temporal 1D convolu-
tional neural network (1D CNN) to extract features directly from the raw ECG leads. Thereafter,
we concatenate both hand—crafted features and CNN-based features as one high—dimensional
feature vector.

Third, we understand the problem of sparsity and distance concentration in high—dimensional
feature space [44]. Evidently, KNN suffers from it most severely, as observed in Tab. 4, Tab. 5
and Fig. 12, owing to its direct dependence on distance metric. Meanwhile, tree-based models,
though less directly depend on distance, are not totally immune to curse of dimensionality [47].
Therefore, we offer a dimensionality reducer fy, trained by Autoencoder framework [46], to
compress into a lower—dimensional feature vector.

3a. Impute
2a. neurokit?2 & align
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1. Raw records — 2100 features 4. C tenat
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Figure 18: Our proposed pipeline. The two feature families (neurokit2 and 1D-CNN-based)
are extracted from the same lead—major record, concatenated, and compressed by the frozen
encoder before the data is partitioned.



We first detail the CNN branch of Step 2b, we further note that, the the CNN is only trained
on the training data without touching the testing data, and thus, free of data leakage.

The model architecture below is inspired the idea of temporal CNN [48] though we exclude the
pooling layer. At every layer, we add non—linearity by use of Rectified Linear Unit, shortly ReLU,
and followed by 1D Batch Normalisation [49]. Besides, after each layer, we reduce the temporal
dimension while expanding its channel depth (the ECG leads). Eventually, a cross—lead fusion
is conducted by leveraging a point—wise kernel. To allow the model to learn from the data,
we further apply Multi-layer Perceptrons (MLP) as a classifier and update the model by use
of Cross—entropy loss, as we are working with multi—class classification problem. Remarkaly,
the classification performance is attributed to both the CNN-based extractor and the discarded
classifier head. Implementation of this model can be found in CNN_extractor.py.

VLcg Backpropagation

CNN-based feature extractor Classifier head

12 x 1000
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Figure 19: The 1D CNN feature extractor. Every convolution is followed by BatchNormiD

and ReLU. The pointwise 1 x 1 convolution collapses 96 x 125 — 1 x 125, and squeeze into
125—dimensional vector. The classifier head is discarded once training is done.

Next, we illustrate how the encoder fy« of Step 5 is obtained. In particular, after each linear
transformation layer, we add non—linearity by use of ReLU, and neither normalisation nor more
advanced techniques are applied. The Encoder fy compresses the original feature into a so—called
latent feature and the Decoder fq; ! reconstructs the original feature from the latent feature. We

shall update fp and f ! by measuring the mean squared errors (MSE) between the original and
the reconstructed vectors, a kind of self-supervised learning [50]. Doing this, fp is updated to
reduce the dimensionality while maintaining the most information in the original feature, and
f(;l endeavours to reconstruct from the compressed feature. Considering the learning curves in
Fig. 21, we shall claim our Autoencoder can compress and recover roughly 70% variance in the
concatenated feature vector. Implementation can be found in Autoencoder.py.

We do not use denoising autoencoder [46], as we cannot distinguish between clean and noisy
data providing the current PTB-XL [28]. Said differently, we are unsure whether the given dataset
only contains clean signals or not, and thus, adding noise to the training data may introduce
more errors rather than robustness improvement for Autoencoder.
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Figure 20: Autoencoder training procedure used to learn the encoder fg«. We apply ReLU after
each layer, except the final layer in fy and f(;l. The decoder is discarded once training is done.

We offer the following figures to demonstrate the aforementioned models are capable of learning
from empirical data and progressively updating their knowledge. Note that, as we do not evaluate
validation accuracy, we shall use the learned parameters in the final epoch as our model in Fig.
18. Training procedures were done on High—Performance Computing (HPC) clusters, details
can be found in train.py and bash.sh. The hardware configuration is AMD EPYC 7402P (24
cores - 48 threads), 256 GB DDR4 RAM and 4x NVIDIA A100 (40GB HBM2 each).

CNN - cross-entropy (final 0.0741) Autoencoder - MSE (final 0.2932)
1.4 4 0.8
124 0.7 4
1.0
0 0
8 B
o 0.8 o
[= =4
£ £
‘B 0.6 1 ‘s 0.5
=] b=
0.4 1
0.4 1
0.2 1
0.3 1
0.0 +— T T T T T T T T T T T
0 100 200 300 400 500 0 100 200 300 400 500
epoch epoch

Figure 21: Learning curves of 1D CNN feature extractor (Fig. 19) and Autoencoder (Fig. 20).

7 Results and Comparative Analysis

We devote this section to deliver the classification performance of our proposed pipeline. Details
can be found in my_notebook.ipynb. As described in Sec. 6, Protocol A is free of data
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leakage, but Protocol B is not totally free of it, and varies differently depending on each fold.
This does not affect our ablation studies in Sec. 4.3, because the data leakage is attributed to
our newly introduced CNN-based feature extractors and feature compressor.

Table 8: Protocol B class—wise performance metrics across models.

(a) KNN (b) Random Forest
Class Precision Recall F1 Score Class Precision Recall F1 Score
NORM (0) 81.8 61.5 70.2 NORM (0) 82.6 80.8 81.7
MI (1) 39.0 43.9 41.3 MI (1) 51.4 50.8 51.1
STTC (2) 40.3 49.1 44 .2 STTC (2) 51.8 514 51.5
HYP (3) 18.4 50.4 26.9 HYP (3) 30.3 38.4 33.7
D (4) 50.9 64.9 56.9 CD (4) 64.3 68.2 66.1
(c) Histogram—based Gradient Boosting (d) AdaBoost
Class Precision Recall F1 Score Class Precision Recall F1 Score
NORM (0) 87.2 73.1 79.5 NORM (0) 82.7 64.1 72.2
MI (1) 48.2 53.8 50.8 MI (1) 37.4 39.7 38.4
STTC (2) 50.8 59.6 54.8 STTC (2) 37.2 41.8 39.1
HYP (3) 26.6 51.9 35.1 HYP (3) 14.1 47.2 21.7
D (4) 61.5 70.2 65.5 CD (4) 46.4 54.0 49.6
(e) CatBoost (f) XGBoost
Class Precision Recall F1 Score Class Precision Recall F1 Score
NORM (0) 86.5 75.0 80.3 NORM (0) 85.6 74.7 79.7
MI (1) 49.6 54.3 51.8 MI (1) 48.4 53.4 50.8
STTC (2) 52.2 60.2 55.9 STTC (2) 52.2 60.0 55.7
HYP (3) 28.9 52.8 37.3 HYP (3) 28.4 46.6 35.2
D (4) 64.1 69.9 66.8 CD (4) 62.5 69.6 65.8

We remark that, Tab. 9 and Tab. 8 do not totally correctly reflect models’ performance
on 10-fold CV. As we mentioned earlier, the extractors were trained on a 80% train data.
Meanwhile, in Protocol B, we split in 10 different folds to evaluate the models’ performance.
Therefore, in each 10% test of each fold, there may contain some leak training data. On the
other hand, this also implies there are some unseen samples in the train set. Together, we believe
this may alleviate the impact of data leakage on Protocol B. However, as an excuse, owing
to resources constraints, we are unable to re—train CNN-based extractor and encoder on all 10
folds.

Table 9: Protocol B Performance metrics across all models.

Metrics XGBoost RF CatBoost AdaBoost GBoost KNN

Precision 55.4 56.1 56.3 43.6 54.8 46.1

Recall 60.8 57.9 62.5 49.3 61.7 53.9
F1 Score 57.5 56.8 58.4 44.2 57.1 47.9
Accuracy 67.7 69.1 68.4 55.4 67.1 56.9
Time (s) 9.2 17.4 57.2 33.0 52.8 0.9
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Considering the tables above, our pipeline improves every classifier over the reproduction in Tab.
5. Macro F1 rises by 16.6-18.1 points for the four ensembles and by 22.5 for KNN (25.4 — 47.9),
the largest gain of all. The ensembles lie within 1.6 F1 of one another (56.8-58.4): CatBoost
attains the highest F1 and RF the highest accuracy (69.1%). Fitting the classifiers is also 2.6-9.8x
faster, e.g. 322.2 — 33.0s for AdaBoost, although this excludes the feature extractors.

Class—wise (Tab. 8 against Tab. 4), the largest average F1 gains are on CD (431.6) and STTC
(4+26.2). HYP barely moves: its F1 stays at 21.7-37.3 and falls for three of the six models, while

its precision (14.1-30.3) is far below its recall (38.4-52.8), i.e. every model over—predicts the
rarest class.

The held—out split suggests the leakage in Protocol B is modest. On the 3,249 unseen records
of Fig. 22, the ensembles reach 64.9-66.8% accuracy, 1.0-2.3 points below their 10-fold scores,
whereas in Part 1 this gap stayed within 0.5 for the same models. In Fig. 23, their class—wise
AUCs rise to 0.81-0.90 from 0.65-0.88 in Fig. 12, with MI the hardest class (0.81-0.83) and
CD the easiest (0.89-0.90).

Figure 22: Protocol A Confusion matrices of all classifiers.
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Figure 23: Protocol A ROC-AUC curves and scores across classifiers.
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Full vs. Compressed feature vectors

A problem continuously mentioned throughout this report is Curse of Dimensionality. Undoubt-
edly, KNN, a distance-based ML method, suffers from it. Nonetheless, tree—based models are less
prone to this problem, on—going debates over tree models performance on high—dimensional
data, though mostly favour feasibility of tree models when coping with high dimensionality
[47, 51, 52, 53]. We shall empricially challenge two viewpoints, by keeping and excluding the
encoder, and later realise, either of which offer their own pros and cons. We present the results
as below. By the same caution raised in Sec. 7, Protocol B is slightly misleading due to data
leakage.

We offer an additional table recording the time taken by classifiers in both training and testing.

Table 10: Protocol A Held—out fitting and testing time (s).

Compressed? XGBoost RF  CatBoost AdaBoost GBoost KNN

No 58.8 20.7 306.0 312.1 59.7 6.1

Yes 0.8 1.5 6.1 2.9 5.3 0.2
Improved? 73.5x 13.8x 50.2x 107.6x 11.3x  30.5x

Clearly, the total time taken to train and test the aforementioned classifiers substantially differ.
We further note that, for a trained 1D-CNN-based extractor and encoder, the inference speed is
not a bottleneck.
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Table 11: Protocol B class—wise performance metrics across models.

(a) KNN (b) Random Forest

Class Precision Recall F1 Score Class Precision Recall F1 Score
NORM (0) 89.4 24.0 37.8 NORM (0) 83.5 84.6 84.1
MI (1) 30.7 52.8 38.8 MI (1) 65.6 59.9 62.6
STTC (2) 32.1 64.0 42.8 STTC (2) 63.0 65.0 63.9
HYP (3) 15.7 57.7 24.5 HYP (3) 43.4 50.1 46.3
D (4) 41.4 65.4 50.6 CD (4) 73.0 70.7 71.8

(¢) Histogram-based Gradient Boosting (d) AdaBoost

Class Precision Recall F1 Score Class Precision Recall F1 Score
NORM (0) 88.5 93.5 90.9 NORM (0) 84.6 66.0 74.1
MI (1) 77 73.2 75.4 MI (1) 43.5 48.5 45.7
STTC (2) 77.4 74.4 75.8 STTC (2) 48.9 62.9 54.9
HYP (3) 64.8 49.9 56.0 HYP (3) 24.9 59.1 34.8
D (4) 84.8 7T 81.0 CD (4) 51.8 59.5 55.0

(e) CatBoost (f) XGBoost

Class Precision Recall F1 Score Class Precision Recall F1 Score
NORM (0) 89.8 93.2 91.5 NORM (0) 87.4 93.8 90.5
MI (1) 78.8 74.4 76.5 MI (1) 78.3 71.6 74.7
STTC (2) 76.8 76.9 76.8 STTC (2) 76.6 73.8 75.1
HYP (3) 63.6 53.8 57.8 HYP (3) 63.6 45.4 52.8
D (4) 82.6 77.2 79.8 CD (4) 84.6 74.6 79.2

Table 12: Protocol B Performance metrics across all models.

Metrics XGBoost RF CatBoost AdaBoost GBoost KNN

Precision 78.1 65.7 78.3 50.7 78.6 41.9

Recall 71.8 66.0 75.1 59.2 73.7 52.8
F1 Score 74.5 65.7 76.5 52.9 75.8 38.9
Accuracy 83.8 75.3 84.9 61.9 84.4  39.9

Time (s) 647.0 246.1 2903.3 3493.7 646.5 28.2

Considering the tables above, removing the compression stage divides the classifiers. Given all
2,225 features, the boosted ensembles gain 17.0-18.7 F1 points over Tab. 9, CatBoost reaching
76.5, while RF and AdaBoost gain 8.9 and 8.7. KNN is the only model to deteriorate, from 47.9
to 38.9 F1, notably for NORM, its recall collapses to 24.0, only 416 of 1,791 NORM records are
recognised in Fig. 24. Tree—based models thus exploit the high—dimensional input, whereas
the distance-based KNN depends on compression. The gain is costly, as fitting takes 12-106x
longer, e.g. 57.2 — 2,903.3 s for CatBoost.

Looking at the single 80/20 held—out evaluation. In Fig. 24, XGBoost, GBoost and CatBoost
reach only 74.9-75.0% accuracy, against 1.0-2.1 for the remaining models here and 1.0-2.3 in
Sec. 7. Even so, held-out accuracy still improves over the compressed pipeline by 8.3-10.1
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points for these three models and 7.5 for RF, while KNN loses 17.1. Class—wise AUCs in Fig. 25
rise to 0.87-0.93 for the ensembles, from 0.81-0.90, and HYP becomes the lowest—scoring class
for XGBoost, GBoost and CatBoost.

Figure 24: Protocol A Confusion matrices of all classifiers.
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Figure 25: Protocol A ROC-AUC curves and scores across classifiers.
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9 Conclusion and Discussion

In this report, we failed to reproduce the results presented in [17]; however, we found evidence
in their paper that led to their SOTA results. Additionally, we identify critical errors throughout
their paper, as raised in Sec. 4.2. Therefore, though beyond the purpose of study, we call for an
in—depth revision of this paper [17]. From the evidence above, e.g. a balanced test set of 9,083
records, we believe they applied SMOTE before the train/test split, introducing data leakage to
their test set, and thus, ideal results were obtained. To verify this conjecture, we also conduct an
ablation study by leaking data in the same way, and obtain close, though not identical, results,
i.e. 80.5-88.4% accuracy for the ensembles against their 88.0-93.0%.

Having criticised their paper, we shall propose our Machine Learning solution to the same task,
though we compare it to the reproduced results, not their presented results. In our solution, we
leverage a 1D CNN to extract hidden features that may not be captured by the hand—crafted
features extracted by neurokit2. We then train an Autoencoder, and utilise its Encoder to
compress the 2,225 concatenated features into a 16—dimensional latent vector, which is fed to
the same set of classifiers used in [17]. Empirically, the results are only above-average, the
ensembles reaching 56.8-58.4 F1, up from 39.2-40.5 in the reproduction, and thus, require more
enhancements to reach product quality. Remarkably, we also conduct an ablation study to
compare whether compressed or uncompressed features benefit the selected classifiers the most.
Interestingly, the tree—based models gain 8.7-18.7 F1 points by directly training and testing on
uncompressed data, at an expense of longer training and inference time. Meanwhile, due to
the Curse of Dimensionality, KNN (a distance—based classifier) performs poorly on uncompressed
data, dropping from 47.9 to 38.9 F1.
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